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Abstract

A parallel algorithm has been developed for the simulation of Couette shear flow between structured walls. The algorithm
is designed to simulate the shear flow of atomic and molecular fluids. The parallel link-cells model is used for parallelization
with some modifications for accommodating the nonperiodic boundaries in the wall direction. Some techniques are also
introduced for handling the non-homogeneous nature of the flow in the proximity of the physical walls in order to achieve
a balanced workload between processors. PVM (Parallel Virtual Machine) is employed as the message passing paradigm
for communication between the processors. The algorithm has been tested for a number of benchmarks with different sizes
for simulating the shear flow of n-hexadecane. The maximum number of processors used was 28 DEC Alpha 500/256
workstations which were connected by a 100 Mbits/s Ethernet. A maximum speedup of 11 was obtained with 28 processors.
The efficiency ranged from 92% to 40% depending on the number of processors and the system size. © 1997 Elsevier

Science B.V.
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1. Introduction

Computer simulation of liquids has been an impor-
tant tool in understanding the nature of flow and in-
vestigating the static and dynamic properties of the
fluid at molecular scales. These simulations help re-
searchers to understand how the molecules which con-
stitute the liquid behave in different situations. The
circumstances of the liquid under shear sometimes can
not be reproduced by experiment. This can be due 1o
the extreme conditions at which one wishes to mea-
sure the properties of the fluid. As an example, the
lubricant in engines may be sometimes exposed to ex-
treme pressures and temperatures and very high shear
rates [1]. These conditions can be simulated through
molecular dynamics (MD) simulation.

MD simulation requires the calculation of the inter-
action forces between the interaction sites which are
the primary elements of the liquid. These sites can be
a single atom or a collection of atoms in a group like
CH3 or CH; which when connected together can make
a polymeric molecule. Because of the short range
forces used in most MD simulations, the number of
the calculations can be significantly reduced by using
special techniques like building a neighbour list of in-
teraction sites and using the link-cells method. Even
so, with polymers and other large systems the num-
ber of the calculations can still be huge. This forms a
limit to the simulation of large scale systems.

With the advent of supercomputers and parallel
computing techniques and by developing efficient
MD algorithms, large scale simulation has become
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possible. There have been some researchers [1-5]
working to develop efficient techniques for parallel
algorithms. In most of the mentioned references the
emphasis was on using transputers and hypercube
parallel computers or supercomputers. However, ac-
cess to these kinds of computing facilities can be very
costly. Doing parallel computing can be in the form
of data parallel or message passing. With the data
parallel approach it is mainly the compiler which
takes care of organising the flow of data between
processors. The alternative is to connect a number of
workstations by a reasonably fast network and use a
message passing software for communication among
the workstations. The advantage of message passing
is that the programmer has full control in organising
the flow of data among the processors and also in
the level of parallelism and optimisation. This level
of control can never be achieved with the data par-
allel method. Also, standard parallel languages are
still in the development stage. Message passing can
be just as effective as and much cheaper than using
a supercomputer provided an optimised parallel pro-
gram is developed to obtain reasonable speedup and
efficiency.

One of the most extensively used message passing
software packages is PVM (Parallel Virtual Ma-
chine) [6]. This software makes a heterogeneous
collection of workstations, multiprocessor comput-
ers and even PCs to be viewed as one large virtual
machine. The PVM system consists of a daemon
(pvind3) which resides in all machines which form
the virtual machine, and a user callable interface li-
brary that contains the routines for message passing,
spawning and coordinating the tasks. The PVM sys-
tem supports programming in FORTRAN, C++ and
C languages. The PVM computing model is based on
the notion that each application consists of several
tasks and each task is responsible for a part of the
computational load [6].

Based on the organisation of the computing tasks
the programming approach in PVM can use various
models. One of the most commonly used models is
the crowd model. However, other models like tree and
hybrid models can be employed depending on the na-
ture of the problem. The interested reader can refer
to [6] for a detailed description of these models. In
the crowd model a collection of closely related pro-
cessors execute the same program and do the com-

putations on different parts of the workload. This ap-
proach itself can take one of two forms. The first is
the master-slave or client-server model in which there
is a separate program running on the master proces-
sor that controls the initialisation, spawning, and col-
lection and displaying the data. The other processors
termed slaves or servers run a separate code and do
the actual computation. The other model is the node-
only model where multiple copies of a single program
are executed in several processors. In this model the
first copy of the program is initiated manually on the
console. By checking the parent address of the task
it is possible for the program to realise that it is the
first copy. This processor can be assigned to take over
the noncomputational responsibilities and also to con-
tribute to the computational workload. In this paper
we have adopted the node-only model.

In developing a parallel code there are some con-
siderations that add to the complexity of the MD soft-
ware. It is necessary that the program spends the least
possible time on communication between processors.
It should also be scalable; that is, increasing the num-
ber of processors should improve the speedup in the
same proportion. An efficient program also should
have good load balancing. A well load balanced pro-
gram reduces the idle time of the processors to a min-
imum.

In this paper we will address a parallel algorithm for
simulation of the liquid confined between two struc-
tured walls and undergoing shear flow. The perfor-
mance of the algorithm will be tested by using PVM
and the results will be discussed. The objective is to
obtain the rheological properties of the fluid. However,
these results will be published in a future paper.

2. Simulation details

In this simulation the fluid is confined between two
solid walls. These walls are parallel to the XY plane
and Couette flow is generated by moving two walls in
opposite directions along the X axis with the same ve-
locity so that shear is applied in the XZ plane. There
is an option in the program that can chose the type
of liquid for the simulation. The liquid can be sim-
ple LJ soft sphere particles similar to those that were
used in our previous work [17] or it can be a molec-
ular fluid. In the latter case the fluid itself is a model
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Fig. 1. A 3D picture of hexadecane molecule with 16 interaction
sites. Bond angle and dihedral angle potentials are included in this
model.

polymer consisted of chain molecules. Each molecule
can have several interaction sites (atoms). These in-
teraction sites which we will refer as atoms are actu-
ally CHz or CH; groups connected together making
a chain. This kind of polymer model is widely used
by researchers for simulation of alkanes [7], hexade-
cane [ 1,8] and polyethylene [9]. The model used for
the polymer chain is an extension of the Ryckart and
Bellemans (RB) model [ 10]. The model includes an-
gle bending, bond stretching and dihedral angle poten-
tials. Fig. 1 shows a typical model molecule of hex-
adecane with 16 interaction sites as used in our simu-
lation.

Lennard-Jones reduced units [ 16] have been used
in the simulation. In this paper all the quantities are
in reduced units unless stated otherwise. All the inter-
actions between the atoms of different molecules and
also interactions between the atoms which belong to
the same molecule and are separated with more than
three atoms are governed by a 6-12 Lennard-Jones
potential described by
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The walls are comprised of atoms of a [100] plane
on a face-centred cubic lattice. Each atom on the wall
is attached by a stiff spring to its lattice position. The
density of the wall atoms is p, = 1; however, this
can be adjusted by packing them at different distances
from each other. The interaction between the wall par-
ticles and fluid particles is also governed by Eq. (1)
with the wall length parameter o,, = o but with & re-
placed by &, which depends on the strength of inter-
action between the walls and fluid.

The flexibility of the chains is restricted by a bond
stretching potential ¢(r), abond angle potential ¢(&)

and a torsional potential ¢(«). The stretching poten-
tial ¢(r) is described by

@(r) = Lk(ry —ro)?, (2)

where r;; is the distance between the consecutive
atoms of the same molecule and ry is the equilibrium
distance. Extensional stiffness & is a constant that de-
pends on the type of molecules. The angle potential
has the form

#(0) = Lkg(cos 6 — cos 6p)?, (3)

where 6 is the equilibrium angle and bending stiffness
kg is a constant that depends on the type of molecule.
The torsional potential is described by

5
$(a) =) Ci(cosa)’, (4)

where Cy = 9.2789, C, = 12.1557, C; = —13.1201,
C3 = —3.0597, C4 = 26.2403, and Cs = —31.4950.
These coefficients are in (kj/mol) [10].

The equations of motion of the fluid particles are

Fi= 2] ,
m
p;=F; —{(p; — nymUyx;), (5)

where the p; and r; are atomic laboratory momenta and
positions and the F; represent the interatomic forces.
Uy, is the average streaming velocity at the position
of particle i. The ny is the unit vector in the direction
of the X axis. The Gaussian thermostatting multiplier
{ which keeps the kinetic temperature fixed is defined
as
‘= Y Fip, — % VibxiDu .
>p

All p; in Eq. (6) are peculiar (thermal) momenta,
Pxi and py; are the X and Z components of the pecu-
liar momentum of atom i and ¥; = (9U/4Z); is the
local shear rate determined at the Z position of parti-
cle i. Here U is the time average streaming velocity.
Use of this Gaussian thermostat [ 11,12] makes no as-
sumption about the form of the velocity profile. The
streaming velocity profile is not known in advance so
we let the velocity profile develop during the course
of the simulation.

Since the measurement of the rheological properties
of the fluid is the major objective of our work we

(6)
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need to compute the stress tensor components from the
microscopic measurements. Stress tensor components
are found for a microscopic system of particles by
the Irving-Kirkwood [ 13] method. According to this
method the contribution of each particle to the stress
tensor is in two parts, a configuration part and a kinetic
part. This can be written as [13]

N N N
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The first sum in the right-hand side of Eq. (7) de-
notes the kinetic contribution where m; is the atomic
mass for each interaction site and « and B are co-
ordination system axes which for a Cartesian system
can be simply substituted by X, Y or Z, and u;, and
u;g are the peculiar velocity components of particle i
in the o and g directions. The second sum represents
the configuration or potential contribution where r;j,
is the a component of the distance vector between
particles i and j and F;g is the 8 component of the
force exerted on particle { by particle j. Two kind of
forces contribute to Fijg. One is due to the LJ inter-
action between the particles and the other due to the
bond interactions within a molecule. Then the shear
stress can be computed from Eq. (7) by rewriting it
for aB = ZX in the following form:

N
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where U, ; is the average flow velocity at the position
of particle i. The angle brackets denote the time aver-
age. This is permissible since the flow does not vary
with time once the initial transients have died out.

3. The parallel algorithm
3.1. Choosing a proper parallel computing strategy

In designing a parallel code for MD there are basi-
cally three options. One method is the replicated data
(RD) [3] algorithm at which every processor has the
identical data that defines the system. Each proces-
sor is then allocated a part of the force computation

workload and after completion the equations of mo-
tion are integrated independently on each processor.
Although this method has a good work balance it is
very wasteful of memory and is suitable for only small
systems and shared memory computers [ 14]. Further-
more, for the RD model in some instances an increase
in the number of processors can result in a decrease in
the speedup [3]. Another method is the systolic loop
(SLS-G) algorithm [ 15]. In this method each proces-
sor is assigned a group of molecules without any need
for geometrical considerations for positions of the par-
ticles. Then in each systolic cycle packets of data con-
taining the atomic positions of the relevant atoms and
force accumulators sent from each processor travel
through all the other processors and on the return this
data packet contains the completed force accumulator
array. These data then are used for the integration of
the equations of motion for the group of atoms in that
processor. This method has a good load balance and
can achieve high efficiency with a large number of
particles. However, the SLS-G method is suitable only
for systems where long range interactions are impor-
tant; where, for instance, it is necessary to calculate all
pair interactions. If this is not so the SLS-G method
is wasteful of time, because most of the forces cal-
culated are negligible. When the interactions between
the particles of the system are short range compared
to the system size, the link-cells method [14,16] is
the natural approach. Parallel versions of the link-cells
method have been implemented by several researchers
enabling them to do the simulation for very large sys-
tems of up to one million particles. The parallel link-
cells method is both fast, and economical as far as the
memory is concerned. In the present work we have
adopted this method for our algorithm. However, some
modifications are necessary in order to apply it for
polymers in presence of structured walls. This will be
discussed in the coming sections.

3.2. Parallel link-cells method

In this method the simulation domain is divided into
several subdomains and the atoms in each subdomain
are assigned to a processor. Each processor is respon-
sible only for the atoms in its subdomain. As soon as
an atom leaves a subdomain all the information about
that atom should be sent to the processor which is host
to the subdomain in which the atom arrives. Provided
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the system is large enough most of the interactions
takes place among the atoms that reside in the same
subdomain. However, we need to take into account the
interactions that take place between the atoms in the
processor and the atoms in the neighbouring subdo-
mains assigned to other processors. These can be done
by copying the positions of the atoms which are pos-
sible candidates for interaction from the neighbouring
processors. It is clear that all of the interaction can-
didates are in the boundary area that surrounds the
subdomain. However, this only makes it possible for
the Lennard-Jones interactions to be calculated. In the
case of polymers we have to use a method that cor-
rectly deals with the contribution of the neighbouring
processor to the bonded interactions if there are any.
We will describe this method in the coming sections.

3.2.1. Atomic labels

In order to distinguish the atoms including both wall
atoms and fluid atoms, each atom will have two iden-
tification numbers which can be simply assigned to
them. These ID numbers are assigned to the atoms
in the initialisation process when the system is being
built. These numbers should be unique for each atom
regardless of their host processor. These ID numbers
are stored in two arrays each with the length of the to-
tal number of wall and fluid atoms in the system. The
first array contains the wall ID numbers and second
array contains fluid ID numbers. The ID numbers in
each array are simply their sequential number in the
process of building. If the fluid atoms are built first
then the fluid ID numbers will be assigned to them
only in the fluid ID array. Then the wall atoms are
built and at this stage the numbers are assigned only to
the array that contains wall ID numbers. At this point
in the fluid ID array the first part contains the atomic
IDs for the fluid atoms and the second part elements
are all zero. For the wall ID array it is quite opposite
and first part elements are all zero and second part
elements are wall ID numbers. Then if we check the
fluid ID number for a wall atom it will be zero and if
we check the wall ID number for a fluid atom it will
also be zero. This makes it very simple to distinguish
between a wall and a fluid atom. To make the labelling
process clearer we proceed with a simple example.

Consider a system with 20 fluid atoms and 5 wall
atoms. We have only one processor in this example

though extension is straightforward for the multipro-
cessor case. The fluid atoms are built first followed by
wall atoms in the initialisation stage. We define two
one-dimensional arrays FluidID and WallID. We as-
sign the sequential number of the atoms as their ID
number in these two arrays. When the building process
is finished for 20 fluid atoms, these arrays contain

FluidID: 1, 2, 3,4,5,6,7,...,19,20,0,0,0,0,0
WalllD: 0,0,0,...,0,0,0

Then the initialisation stage continues and the wall
atoms are built. When this stage is completed, the ID
arrays contain

FluidID: 1, 2, 3,4, 5,6, ...,19,20,0,0,0,0,0
WalllD: 0, 0, 0, .. , 21, 22, 23, 24, 25

so for instance by checking the third atom from Fluid
ID array we see that its ID number is greater than zero
which means it is a fluid atom. Similarly if we check
atom number 22 from FluidId its ID number is zero
which means it is a wall atom. The same thing works
for WallID array in an opposite way.

We also need to know to which molecule a partic-
ular atom belongs if we are dealing with polymeric
fluids. So each chain will have a unique number that
will be assigned in the initialisation process. The way
that an atom points to its parent molecule should be
through a unique number. Here we can find another
use for the fluid atomic IDs. Since atomic IDs are
produced sequentially if we label each molecule in a
sequential way then fluid atomic IDs can be simply
used as an index number to refer to a certain molecule
number. Having these ID numbers for molecules and
atoms make it much easier to use them in the process
of simulation and when they move around from one
processor to another. ‘

3.2.2. Domain decomposition

As mentioned before since the range of the inter-
actions compared with the system size is small the
parallel link-cells method is the natural approach for
our problem. In order to take full advantage of the
short range interaction the neighbour list method is
employed. For a large system of particles that may be
over 10000 atoms a huge computational time can be
spent on building this neighbour list so the link-cells
method is used to update the neighbour list approxi-
mately every 10-20 time steps. The updating time is
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Fig. 2. Domain decomposition in two dimensions. Thick lines show the boundary for the domain of one processor. Dashed lines divide
the domain to a number of link-cells. The information for the atoms in the cells marked with “C” are copied from the neighbouring

processors into the processor in the middle.

determined by monitoring the maximum velocity in
every time step. This ensures that no atom has left its
cell before the list is updated. In the parallel version
of the link-cells method the simulation region is di-
vided into subdomains and each subdomain is divided
into the lattice of cells. It should be mentioned that
neither the subdomains nor the cells need to be cubic.
The sides of these cells exceed the cutoff radius . in
length. So an atom in one of the cells can only interact
with the atoms in the same cell or with the atoms in
immediately adjacent cells. To ensure that the neigh-
bour list built by the link-cells method remains valid
for 10-20 successive time steps, the side of the cells
are chosen to be slightly larger than the cutoff distance
r.. This small distance is called neighbour list shell
and for liquids it can be considered to be 0.3-0.4 in
reduced units [14].

Fig. 2 shows the parallel link-cells method applied
in two dimensions. The extension to a 3D simulation
is straightforward and similar.

To avoid double counting of the interactions pairs
one can see that in three dimensions it is necessary to
search atoms only in 14 out of 27 neighbouring cells.
If N is the number of atoms in the system the link-cells
method reduces the computational effort from O( N?)

to O(N). When determining the number of cells two
extra cells should be considered in each direction (one
at each side) for each processor. The copied atoms
from the neighbouring processors will be assigned to
these cells. In some cases a processor can be adjacent
to a wall. The wall atoms in this processor may move
slightly beyond the simulated region. Also one might
intend to use more than one layer of wall atoms at each
side. In these cases the extra cells in the Z direction
can be used to accommodate these atoms.

3.2.3. Periodic boundaries

The periodic boundary conditions are applied only
in the X and Y directions. In the Z direction the walls
are present and the boundaries are nonperiodic. Thus
it is important to make sure that all the processors un-
derstand this periodicity. The first step in this process
is to make sure that each processor knows its neigh-
bouring processors. This can be done by determining
the neighbouring processors in each direction (two in
each direction) and store them in some arrays. How-
ever, for the processors that are located next to a wall
there is no neighbouring processor in the Z direction
at the side where it is adjacent to the wall. In these
situations the array that contains the address for the
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Fig. 3. A domain decomposition example of 8 processors. The
domain is divided by two in each dimension.

neighbouring processors should be given some num-
ber that cannot be mistaken with anything else — a
negative integer for instance. So each time a proces-
sor checks for its neighbour in a certain direction and
comes up with a negative number it will realise that
there is no neighbour in that particular direction.

The application of the periodic boundary conditions
will be done during the copying and moving opera-
tions between the processors. The number on the face
of each cube shows the processor number. Table 1
shows the neighbouring processors in all directions for
this example. The periodicity in the X and Y directions
is implicitly included in setting the neighbouring pro-
cessors. So for instance if an atom leaves processor 2
from the positive side of the Y axis it should be moved
to processor 1. The coordinates of the atoms should
be adjusted during the moving or copying operations
according to the periodicity.

Since the shear flow is in the XZ plane most of the
atomic movements take place in the X direction. So in
order to reduce the communication overhead between
the processors one can see that the best strategy is to
have only one processor in the X direction and divide
up the domain in the Z and Y directions depending to
the number of processors in the virtual machine.

3.2.4. Bonded data lists

The above-mentioned algorithm would work well
if we only had a system of simple particles with
no intramolecular bond forces. For the molecules
the bonded interactions must be determined as well
as the nonbonded interactions. These interactions

are considered as 2, 3 or 4 body interactions. For a
stretching potential it is a 2 body interaction while
for bond angle and torsional potentials it is a 3 and 4
body interaction respectively. Information regarding
the atomic positions is needed for the calculation of
bonded forces. Sometimes, however, a molecule will
straddle between two or more processors. So the in-
formation might not be completely available to the
processor partly containing a molecule, because some
of the atoms of the same molecule reside in different
processors. To have the necessary data the first step
is to create a bonded data list (BDL). This list con-
tains the molecular ID number of the molecules that
completely or partly reside in the processor and also
the addresses for all the atoms that belong to these
molecules. To build a BDL, we perform the following
steps:

(1) Search through the atoms that reside in each pro-
cessor and make a list of the molecules that are
completely or partly in that processor. This list
contains the molecular IDs for these molecules
and also the information that points to the atoms
that belong to these molecules.

(2) Make a list of the incomplete molecules based
on their molecular ID.

(3) Broadcast the list made in step 2 to all the other
processors.

(4) The receiving processors search for the atoms
that belong to the molecules in the list and pack
their coordinates and atomic IDs and send them
back to the inquiring processor.

(5) The received data from the other processors are
used then to complete the information for the
BDL.

The completed BDL in step 5 will contain the
molecular IDs of the molecules that entirely or partly
reside in the processor. Also the necessary informa-
tion for all the atoms that belong to those molecules
will be in the BDL.

BDL can be a simple two-dimensional array. The
first dimension then can refer to the molecular ID and
second dimension to the sequential position of the
atom in the molecule. The data in the BDL can sim-
ply refer to the fluid atomic IDs of the atoms in the
molecule.

It should be mentioned that in the computation of
the bonded interactions only those interactions will
be computed that involve at least one of the atoms






